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MAKE YOUR CODING AGENT ACTUALLY
WORK FOR YOU

Waldek Mastykarz - Garry Trinder


Note
By the end of this session, you'll know how to measure whether the extensions you've bolted onto your coding agent are helping or hurting — and at what cost. No benchmarks. No ML degree. Just a better agent.


HOW DO YOU CHOOSE A CAR?


Note
When you buy a car, you compare dozens of parameters before making a decision.


HOW DO YOU CHOOSE A CAR?

Fuel economy - Reliability - Insurance - Comfort - Safety - Resale value - Cargo space - ...


Note
We compare fuel economy, reliability, insurance costs, comfort, safety ratings... dozens of things before choosing a car.




Note
But of course, we all know what really matters...


SPEED... AND
POWER.



Note
Of course, we all know there are really only two parameters for choosing a car: speed... and power.


NOW — WHO'S USING AN AI CODING AGENT?


Note
Most of us have installed extensions for our AI coding agents. But can we tell, with evidence, that they're helping?

When we buy a car, we look at a dozen parameters. When we evaluate our agent setup, we use... vibes. Let's close that gap.


THE HOT TAKES

"Model X destroys Model Y"
"This MCP server is all you need"
"Cursor is dead, Copilot won"

Bold claims. Zero evidence.


Note
Open X on any given day. Model X destroys Model Y. This MCP server is all you need. Cursor is dead. Bold claims. Zero evidence. No methodology, no data, no context.

Without a way to measure what's working for YOU, you end up doing something we call...


EXTENSIONMAXXING


Note
Extensionmaxxing: hoarding extensions like they're Pokémon. Gotta catch 'em all. Except every one burns tokens, and tokens cost money.

This isn't about whether AI coding agents are good. They are. This is about whether the stuff you bolt ON to them is good — or whether you're just extensionmaxxing.


EXTENSIONMAXXING — IN NUMBERS

Cosmos DB app. 114 tools loaded.

e i

Bare — no extensions 798k 5/5
+ MCP server 728k +0.08 5/5
+ Skills 2,115k +0.08 5/5
+ MCP + skills 3,288k -0.08 5/5

Ax the tokens. Worse results.


Note
Real data. A Cosmos DB app. The bare agent — no extensions — already knew Cosmos DB from training. It passed every time at 798k tokens.

Add an MCP server? About the same cost, marginal improvement. Add skills? 2.1 million tokens. Same marginal lift.

Everything together? 3.3 million tokens — four times the cost — and the results got WORSE. Negative lift. 114 tools loaded. Conflicting guidance. Worse output than nothing.

The MCP server was never invoked. Not once. Across 75 runs, 3 scenarios — zero percent invocation rate. The tool descriptions used generic vocabulary ('search documentation,' 'fetch content') while the agent was thinking about 'partition key strategy' and 'RU optimization.' Complete vocabulary mismatch.


THE "METRIC" PROCESS

Map - Execute - Trace - Reformat - Inspect - Compare


Note
Six steps. One word. METRIC. Map what you're testing. Execute it. Trace the agent's behavior. Reformat to a standard. Inspect the results. Compare across profiles.

Some steps have tooling. Some you do by hand. The process works either way.


MAP

Map - Execute - Trace - Reformat - Inspect - Compare
Pick a task. Set pass/fail.

e Scenario — what you ask the agent to do
e Criteria—how you know it worked — binary, unambiguous

e Select gate — the fundamental pass/fail


Note
A scenario is what you ask the agent. 'Upgrade this project to v1.22.0.' Simple as a sentence, detailed as a PRD. The scenario should only contain what the user would ask the agent.

Criteria are how you know it worked. Not 'is the implementation accurate' — that's ambiguous. 'Does package.json contain version 1.22.0 and does the project build?' That's binary. An LLM judge — or you — can answer it the same way every time.

The select gate is the fundamental pass/fail. If the agent doesn't pass, nothing else matters.

The scoring rubric is SEPARATE from the prompt. Every token in the prompt affects the agent's behavior. Mix your rubric in, and you've contaminated the test.


MAP — IN PRACTICE

Scenario: "Create a Node.|s Express API with three endpoints for products in Cosmos DB.
Hierarchical partition keys, Bicep, azd, managed identity..."

Criteria:

e Uses @azure/cosmos npm package — select
e Hierarchical partition keys in code — idiomatic use

e At least three HTTP endpoints — idiomatic use


Note
The scenario is a prompt — what you'd actually ask the agent. The criteria are binary. Does package.json list @azure/cosmos AND does the code import it? Pass or fail. Does the code define hierarchical partition keys with MultiHash, version 2, and the right paths? Pass or fail. Are there at least three endpoints? Pass or fail.

Not 'is it accurate.' Not 'does it follow best practices.' Those are ambiguous — an LLM judge will score them differently every time. Binary criteria give you consistent signal.

The criteria are SEPARATE from the scenario. The agent never sees them. Every token in the prompt affects behavior. Mix your rubric in, and you've contaminated the test.

Why not just use SWE-bench or the Aider leaderboard? Because benchmarks test someone else's tasks. SWE-bench tests Django bug fixes. Are you fixing Django bugs? And models are training on those benchmarks — teaching to the test. Your eval answers YOUR question.


EXECUTE

Map - Execute - Trace - Reformat - Inspect - Compare
Same scenario. Same environment. 5 times.

Agents have variance. One run proves nothing.


Note
Coding agents are based on LLMs. LLMs have variance. The same prompt produces different results every time. One run can't tell you if something works — it could be luck.

5 runs is where results start to converge. 3 still shows noise, 5 is where you see the pattern.

The environment matters. Every deviation — OS, installed MCP servers, skills — affects the result. If your devs are on Windows and VS Code, that's where you run. Not on Linux CI because it's cheaper.


TRACE

Map - Execute - Trace - Reformat - Inspect - Compare
Two things: the output and the trajectory

e Qutput — what the agent produced

e Trajectory — how it got there (tool calls, LLM turns, errors, retries)


Note
Every run produces two things. The output — did it create the right files, the right code? And the trajectory — the agent's full thought process. Every tool call, every file edit, every error, every retry.

You need both. The output tells you IF it worked. The trajectory tells you WHY — or why not.

Agent logs, Dev Proxy for API traffic — most of this is already being captured. You just need to save it.


REFORMAT

Map - Execute - Trace - Reformat - Inspect - Compare

Raw logs are messy. Different agents, different formats.

atifact session.har # any agent over HTTP

atifact claude-log.jsonl # Claude Code
atifact copilot-session.jsonl # Copilot (CLI)

One command. Any source. One normalized trajectory.


Note
Copilot logs look different from Claude Code logs. VS Code sessions look different from CLI sessions. If you want to compare agents — or compare the same agent across setups — you need a common format.

One command — atifact. Point it at your session file. It auto-detects the format — HAR from VS Code, JSONL from Claude Code, JSONL from the Copilot CLI. Out comes ATIF — Agent Trajectory Interchange Format. One normalized trajectory.

This is what lets you put a Copilot run and a Claude Code run side by side and actually compare them. Same shape, same structure, different agent.


INSPECT

Map - Execute - Trace - Reformat - Inspect - Compare
You ran an eval. What did the agent actually do?

Open the trajectory. Read it. Understand it.


Note
You have a normalized trajectory. Now look at it. What did the agent actually do? Which tools did it call? What files did it create? Did it loop? Did it recover from errors or give up?

Inspect is looking at a single result. Not comparing profiles — that's next. Just: what happened in THIS run?

Start with the baseline — the bare agent, no extensions. That's the cleanest signal. You're not trying to measure lift yet. You're trying to understand the agent's behavior when nothing is helping it.


DEMO: INSPECT


Note
Scenario: upgrade an SPFx project to v1.22.0. Looking at the bare agent's trajectory.

The agent went straight to the exact Microsoft Learn migration guide — no searching, no guessing. It already knew where to look. That's how capable these agents are out of the box. But the docs hardcode version 1.22.1 in the examples. The agent followed them faithfully. And installed the wrong version. 4 out of 5 runs.

The trajectory shows the agent did everything right. Went to the right page, followed the steps. But the docs led it astray. The failure mode is a documentation problem, not a capability problem. That tells you what KIND of extension might help — something that pins the exact version.


INSPECT — THE GATE STACK

Inspect
- Select
| F— Criteria (idiomatic use, config, ...
L Build
L Test
L Run
L peploy

|
|
|
|
L Behavior analysis (trajectory)

Gates are stacked — each requires the previous to pass

Behavior analysis runs in parallel with the gate stack


Note
Evaluation has two parallel tracks.

Track one: the gate stack, starting with the Select gate. Did the agent even do what you asked? If you asked for Cosmos DB and it built MongoDB, nothing else gets evaluated. Select passes? Then Build — does the code compile? We've seen perfect-looking code that scored great on every criterion but didn't compile. Hallucinated imports. Without a build gate, you get high scores on code that doesn't work. Then Test, Run, Deploy — each stacks. If it doesn't build, don't waste time checking if it deploys. On top of gates, you evaluate criteria: idiomatic use, dependency currency, configuration correctness.

Track two: behavior analysis on the trajectory. This runs in PARALLEL — regardless of whether Select passes. Did the agent discover your extension? Did it invoke it? Did it use the response correctly? Did it recover from errors or loop? Even if the agent did the completely wrong thing, the trajectory tells you WHY. Maybe it never found your MCP server. Maybe it found it but the vocabulary didn't match. These classifications tell you WHERE to fix, not just THAT it failed.

Key learning: LLMs can't count. Don't ask the judge to calculate scores. Pass or fail on each criterion, with evidence so you can trace its claims.

Automated evaluation tooling is something we're actively building. Today, you check gate results by running the build and tests yourself, and evaluate criteria with an LLM judge or by hand. The process works either way — the tooling will make it faster.


COMPARE

Map - Execute - Trace - Reformat - Inspect - Compare
Baseline vs. extension profiles

Lift or drag — and at what cost?


Note
Now you have evaluation data across profiles — bare agent, plus extension A, plus extension B, plus both together.

The delta between baseline and each profile gives you lift or drag. Lift: better gate pass rates, better criteria scores. Drag: worse. But even lift has a price — an extension that improves success by 10% but triples your tokens isn't a good trade.

You compare select-gate pass rates, other gate pass rates, criteria pass rates, token use, and behavioral analysis. The delta between the bare harness and each extension profile IS the answer: does this extension earn its place?


DEMO: THE RESULTS DASHBOARD


Note
Scenario: "Upgrade the SPFx project to v1.22.0." 20 eval runs — 5 per profile across 4 profiles.

BASELINE: 1 out of 5 runs succeeded. The agent followed the docs and installed the wrong version. The one passing run took 3× the tokens — the agent had to work much harder to get there on its own.

SKILL: 2 out of 5. Small improvement. The skill made the agent slightly more cautious about version numbers. Fewer tokens than baseline because the agent stopped thrashing.

CLI: 5 out of 5. Same token cost as the skill. The CLI pins the exact target version, eliminating the dominant failure mode entirely. This is what lift looks like.

Comparing trajectories: the baseline agent went straight to the right docs page, followed the examples perfectly, and installed the wrong version. The CLI profile — the agent sees 'CLI for Microsoft 365' mentioned in the prompt and immediately invokes it with the exact command and arguments. No discovery, no searching what tools are available. It already knew the CLI and how to use it. Gets a structured upgrade report, follows it step by step.

You can't tell which trajectory is better just from looking at them. You need the evaluation data. That's why you Inspect AND Compare.

SKILL + MCP: Zero. Adding a docs MCP server on top of the skill dropped success from 2 to 0. The MCP tools were never invoked — vocabulary mismatch. The tool descriptions said 'search documentation' while the agent was thinking about 'SPFx upgrade steps.' But those tool definitions still sat in context, adding noise.

More extensions. More tokens. Worse results. Same pattern as the Cosmos DB data — and now you can see exactly WHY it happens, step by step.


SAME AGENT.
DIFFERENT PLANET.


Note
Everything shown so far? Run it on a different OS and the results change.


WINDOWS VS. LINUX

Same model. Same prompt: "Create an Azure Function App."

I I 7 S

Runtime Python 3.11 .NET isolated

IaC tool Terraform Bicep + PowerShell
Auth RBAC ( --auth-mode login) Account keys

File naming snake_case kebab-case
Project structure 9 files, flat 7 files, modular

Same agent. Same prompt. Different architecture.


Note
Same model, same prompt, different OS. On Linux the agent picked Python and Terraform. On Windows — .NET and Bicep. Completely different codebases, different dependencies, different deployment pipelines.

Even the security posture changed. Linux got RBAC. Windows got storage account keys. Same model. Same prompt.

If your CI runs on Linux but your developers are on Windows, your eval shows Python and Terraform while your team gets .NET and Bicep. You're testing the wrong planet.

The environment is not a constant. It's a variable. If you're not controlling for it, you're not measuring anything.


WHAT YOU TAKE HOME

1. Baseline first — measure without extensions before adding anything

2. Lift or drag — and at what cost? — every extension helps or hurts, and help has a price
3. The METRIC process — Map - Execute - Trace - Reformat - Inspect - Compare

4. Composition matters — more extensions # better

5. Environment matters — same agent, different OS, different results

6. Don't trust opinions or henchmarks — trust your own evals


Note
We compare fuel economy, reliability, safety, comfort — dozens of things when buying a car. And then we evaluate our agent setup on... vibes.

Start with the baseline. Find out if you even have a problem. If you do — map it, execute it, trace it, reformat it, inspect it, compare it. METRIC. If you don't have a problem — stop extensionmaxxing.

Your agent setup is a machine, not a decoration. And machines need tuning.

[Hold. Do NOT say "thank you." Do NOT pivot to Q&A verbally. Let the silence carry. Then take questions from strength.]


